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Summary

Measuring the load reduction of a participant in an interruptible-load program is fundamentally different than measuring the load generated by a participant in a supply-side program.  The primary challenge is to assess the load that would have occurred in the absence of the call for curtailment and compare this to the load that was actually observed.  This is unavoidably a statistical modeling problem, not just a load measurement exercise.  

There are three methods of addressing the problem: 

· The participant-specific approach – Use the participant-level load data and a customer-specific statistical model to assess the load response of each individual participant on a particular curtailment day, and then aggregate the results.

· The aggregate-load approach – Aggregate the participant-level load data for all participants, and then use a single statistical model to assess the aggregate load response of all participants taken together on a particular curtailment day.

· The continuous-forecasting approach – Use either of these approaches on a continuous basis to forecast the expected aggregate load of all participants on each day during the program period – on non-curtailment days as well as curtailment days.  Then estimate the impact of the program as the difference between forecasted load and actual load on the curtailment day.  

Each approach has its advantages and disadvantages. The primary advantage of the participant-specific approach is that it provides results for each participating customer.  These results may be needed to compensate the participants for their curtailment.  The fact that these results are available for scrutiny by the participants may encourage the Integrated System Operator (i.e., “ISO”) to accept them as a valid basis for assessing the impact of the program.  However, if the ISO feels that it needs to review these results, it may have to review many different customer-specific statistical models.  Moreover it is difficult to assess the statistical accuracy of the aggregate impact.

The aggregate-load approach utilizes a single statistical model that may be easier for the ISO to review.  Moreover, the model will usually be more reliable than the customer-specific models and there are fairly straightforward ways to assess the statistical accuracy of the aggregate results.  However this approach does not provide customer-specific results.  Moreover, the results are dependent on the validity of the statistical model, and the validity of any model may be subject to debate.

The great advantage of the continuous forecasting approach is that the ISO or any interested party can quite easily validate the accuracy of the forecasts by comparing the forecasts of load to the actual load on the non-curtailment days.  It is not necessary to examine the underlying statistical models or to debate their validity.  The only additional check is to ensure that the same forecasting methods are being used on the non-curtailment and curtailment days.  We believe that this can be confirmed fairly easily.  The primary disadvantage is that the continuous forecasting approach might seem to add a burden since it requires each entity to prepare load forecasts for every day rather than just the curtailment days.  But in practice, the entity may already have the infrastructure for doing this.  

The validity of each of these methods can be affected by the placement of the interval recorder.  In order to obtain the best results for each individual customer, it is important to carefully consider the location of the interval recorder. Under the continuous forecasting approach, the interval meter can be placed on the whole-customer load.  This eliminates another area of subjectivity and potential gaming.

Considering all of these issues, it appears that the continuous-forecasting approach provides the best, practical way of objectively assessing the hourly load impact of the program.  

Assessing the Load Response of Individual Participants

Measuring the load reduction of a participant in an interruptible-load program is fundamentally different than measuring the load generated by a participant in a supply-side program. With the supply-side program, the question is what actually happened, specifically, how much power was generated.  In this case, it is generally straightforward to measure the hourly energy that was generated by the participant.  

With a demand-side program like load management, it is necessary to determine the hourly energy that was not used by the participant due to the program. In this case, the question is what is the difference between what actually happened and what would have happened in the absence of the call for curtailment.  Measuring what actually happened is easy assuming that interval metering is in place to measure the hourly load of each customer.  The task that needs to be discussed is determining what would have happened on a given curtailment day.

This is essentially a statistical modeling problem.  We use the customer’s observed load during days with no curtailment (non-curtailment days) to predict the customer’s load during each curtailment period.  If the customer’s load is very stable, there is little problem.  For example, if the customer has the same pattern of use over all weekdays, we can calculate the customer’s average weekday hourly load during the non-curtailment days to predict the customer’s load during the curtailment period.  

Applications

In 1999, Utility A ran a load management program for large industrial customers. These customers were asked to reduce their load on several days in 1999.  Table 1 lists a few of the dates and hours of interruption.  Interruption by the participant was strictly voluntary.

	Date
	From
	To
	Day

	June 7
	10:00 AM
	10:30 PM
	Mon

	June 8
	8:06 AM
	9:00 PM
	Tue

	June 28
	10:55 AM
	8:00 PM
	Mon

	June 29
	10:02 AM
	4:30 PM
	Tue


Table 1: Sample Interruption Periods

Utility A collected fifteen-minute interval load data for each of the participants.  To illustrate the issues discussed in this paper, we will draw on a small sample of the participants.  To preserve the confidentiality of the data, the individual customers will be labeled alphabetically. 

Example 1

Customer C was one of the participants in program. Figure 1 shows C’s hourly load profile during May.  Note that the profile is relatively stable with the exception of a short period in the beginning of the month.  
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Figure 1: May Hourly Load of Customer P

Figure 2 shows this customer’s load during the first two weeks of June.  June 7 and June 8 were the first two curtailment days of 1999. It seems very clear that C reduced his load very dramatically in response to the call.
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Figure 2: P’s Hourly Load in the Beginning of June

Figure 3 shows C’s actual and forecasted load on June 7.  The lighter curve is the customer’s actual load.  The darker curve is the customer’s forecasted load, based on his load at 9 am. The difference between the two curves presented in yellow is a good estimate of the customer’s reduction in load in each hour.  The curve shows clearly the reduction in load during the curtailment period. 
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Figure 3: C’s Estimated Load Reduction on June 7

The energy print shown in Figure 4 is another useful way to look at a customer’s load profile.  The figure shows the customer’s load for all 8760 hours of 1999.  The horizontal axis is the day of the year and the vertical axis is the hour of each day.  The actual load during any interval (15 minute period) is indicated by the color, using the scale at the left.  In the case of Customer C, the energy print is a uniform color, indicating that the load is stable during most hours throughout the year.  A dark period represents a sharp decrease in the load, either due to a response to a curtailment call or for any other reason.
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Figure 4: Energy Print for Customer C

Example 2

The challenge is to capture the patterns of use that are recurring and observable in the customer’s prior load data in order to forecast the customer’s normal use on the day of interruption. Figure 5 shows the energy print of Customer Q. The energy print shows that Q has a recurring but evolving pattern of use. 

[image: image6.png]



Figure 5: Energy Print for Customer Q

Figure 6 shows the hourly load of Customer Q during the last week of May.  While Q’s load varies from hour to hour, there is a fairly regular profile that can be the basis for forecasting Q’s load on an interruption day.
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Figure 6: Load Profile of Customer Q during Last Week in May

Figure 7 shows Q’s forecasted and actual load on June 7.  The interval meter showed that the actual load dropped to zero.  The forecasted load was between 250 kW and 300 kW per hour.  The difference is an estimate of Q’s response to the call for interruption.
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Figure 7: Q’s Estimated Load Reduction on June 7

Example 3

In practice, a customer’s load pattern may not be as predictable as the preceding examples. Figure 8 shows the May load profile of a third participant in this program, Customer A.  Depending on the day, G’s load may reach 1,800 kW or never exceed 400 kW.   
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Figure 8: May Hourly Load of Customer G

Figure 9 shows the energy print of Customer G.  The energy print shows clearly that Customer G is more stable than may appear from Figure 8.  
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Figure 9: Energy Print for Customer G

Figure 10 shows the actual and forecasted load of Customer G.  Again the interval meter revealed that A brought his load down nearly to zero throughout the curtailment period.  The normal load indicated that Customer G reduced his load between 1,500 kW and 2,000 kW per hour throughout this period.
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Figure 10: G’s Estimated Load Reduction on June 7

Weather Response

Perhaps the most common source of variation in load is response to weather conditions.  Figure 11 shows the EnergyPrint of Customer P.  It is clear that the customer’s load is generally higher in the summer than the winter.   The weather sensitivity is also indicated by the day to day variation in load shown in Figure 12 
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Figure 11: Energy Print for Customer P
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Figure 12: May Hourly Load of Customer P

If a significant portion of the load is due to air conditioning or a temperature-sensitive process load, and if there is a good source of weather data, then a day-matching methodology can be used to choose a reference day. Alternatively, the analyst could elect to employ a statistical regression analysis to determine an equation to predict the customer’s load as a function of the weather conditions.  Then the reference day or the statistical equation can be used together with the observed weather conditions on the curtailment days to predict what the customer’s load would have been in the absence of the curtailment.  

It is especially important to take account of weather response because curtailment days are often unusually hot.  Ignoring weather response would tend to underestimate the true demand reduction on a hot day of any customer with a large air conditioning load.  In other words, the measurement procedure would be biased if curtailment days tended to occur on hot days. A bias can be introduced if a factor is omitted that is correlated with the customer’s load on non-curtailment days and is also correlated with the chance of curtailment.  Temperature and day of week are the two most obvious such factors.

Of course, a customer’s load may vary due to other factors specific to the customer.  For example the load of a hotel will vary depending on its occupancy.  But it seems unlikely that the occupancy of a hotel would be correlated with the chance of curtailment, especially after taking account of weather and day of week.  In most circumstances, it is impractical to take account of all of the customer-specific factors that might affect load.  To do so would require an inordinate amount of data that often might be regarded as proprietary.  Neglecting such factors leads to random, customer-specific, curtailment-specific errors, but typically not to a systematic bias either across customers or curtailment days.  Thus customer-specific factors can usually be safely ignored.

Customer Generation

What if the participant is using onsite generation to reduce his demand on the system?  Two cases can be considered:  

1. The interval meter records the customer’s total load, less any onsite generation.

2. The interval meter records the output of the onsite generation.

In the first situation, the load seen by the meter will resemble the load of either of the customers we have discussed so far.  The same methods must be used to assess the load reduction due to the onsite generation.

In the second case, the situation seems to be different.  But, in fact, the same methods can be used to assess the customer’s load response. Figure 13 shows the output of the interval meter, placed on the onsite generator of a hypothetical customer.  On the non-curtailment days, the customer does not usually use the generator.  So the statistical model would predict that the load would be zero in the absence of the curtailment.  The impact is the output of the generator on the curtailment day less the predicted load of zero.  The only difference between this case and the ordinary case is that the sign of the result is reversed because we are monitoring the power output rather than the power supplied to the customer.

The point of this example is that the impact is still the expected use without curtailment less the actual use with curtailment.  No special method is needed for onsite generation.
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Figure 13: Hourly Load Pattern of Hypothetical Onsite Generation

What should be monitored?

The preceding example brings up another issue – what load should be recorded by the interval meter?  In other words, should the interval meter record the load that is actually controlled or the total load of the facility?  There are two sometimes-conflicting principles:

1. The closer the recorder is to the end use that is actually curtailed, the easier it will be to forecast the impact of curtailment, and

2. The recorder should be at a high enough level of aggregation to ensure that a second load is not displacing the curtailed load.

First, it is important to explain the terminology.  We say that the recorder is close to the curtailable end use if the load that it is monitoring includes the end use in question and very little other load.  We say that the recorder is at a higher level of aggregation if it is recording a larger amount of the total load of the building.

The advantage of placing the recorder close to the curtailable load is that we can usually model the variation in the load more accurately since there are fewer sources of variation.  Moreover the actual impact is a greater fraction of the monitored load so that any modeling errors are usually smaller relative to the impact.  For example, in the case of on-site generation, it is generally more effective to monitor the output of the generator than the net use of the whole facility because it greatly simplifies the statistical modeling.

However, in some situations, there may be a possibility that other loads are substituted for the curtailed load.  For example, a customer might take his primary air conditioning system down in response to the call for curtailment, but bring up a standby system.  If the interval recorder were placed on the primary system, it would not see the load of the standby system.  In such a case, it might be best to place the recorder to monitor the total load of both systems.  Alternatively, the recorder could be placed even higher, to monitor the total load of the facility, but this could needlessly introduce other sources of variation that could reduce the reliability of modeling.

Program-Wide Impact

We turn now to the question of assessing the total load reduction of the entire program.  We anticipate that with most ISO rules, it will be necessary to assess the total hourly impact in order to determine the payments from the supplier to the ISO and from the ISO to the enrolling agent.  There are three ways to assess the program-wide hourly load impact:

1. The participant-specific approach – use the preceding methods to determine the load reduction of each individual customer and then simply add up the results for all participants.

2. The aggregate-load approach – add up the output of all interval meters and use a single statistical model to assess the load reduction.

3. The continuous-forecasting approach – forecast the expected load of all participants on an ongoing basis on each upcoming day and use the forecasted load as the basis for assessing the load reduction on curtailment days.

The following sections discuss each of these approaches, explaining their advantages and disadvantages.

The Customer-Specific Approach

The most direct way to determine the program-wide impact is to simply add up the load reduction of each individual participant – assessed as discussed above.  We will call this the participant-specific approach.

If we can accurately determine the actual load reduction of each participant then the sum of the results gives an accurate measurement of the impact across all participants.  However, in most cases our participant-specific results are subject to random errors as just discussed.  But if there are a sufficient number of participants, then the sum will usually be a reliable estimate of the true impact of the total program because the random errors will tend to offset each other from customer to customer.

However there is a potentially serious disadvantage to using a statistical model for each individual customer to assess the impact of the program.  It may make verification by the ISO or its agent rather difficult since it could be necessary to check each individual model. 

In addition, it is difficult to assess the statistical accuracy of the resulting aggregate load.  To do so, it would be necessary to assess the statistical accuracy of each of the customer-specific models, and then to assess the extent of correlation of the forecasting errors across models. 

The Aggregate-Load Approach

An alternative approach is to aggregate the output of the load recorders at each site, and then use a single statistical model to determine the aggregate impact of the program. We will call this the aggregate-load approach.
The obvious advantage of the aggregate-load approach is that only a single statistical model needs to be reviewed by the ISO or its agent.  There is also a less evident advantage.  In most cases it is easier to develop a reliable statistical model for the aggregate output of all of the recorders than for each individual recorder.  This is because, as we have said, the various customer-specific, random components of variation tend to cancel out in the aggregate load.  By contrast, factors that are common across customers – weather and day of week – tend to become more pronounced and recognizable.     

This might seem to contradict the principle that placing the load recorders close to the affected load tends to make the models more reliable.  In fact the two principles are both consequences of the concept of the signal-to-noise ratio. In our context, signal is the variation of the load actually affected by the curtailment measures, and noise is all other variation in the load that is being statistically modeled.  Placing the recorder close to the affected load usually improves the signal-to-noise ratio by reducing the uncontrolled loads relative to the controlled loads.  Aggregating the monitored data across a large number of customers also tends to increase the signal to noise ratio since the customer-specific variation in the uncontrolled loads tends to cancel out across groups of customers.  So the two principles are consistent rather than contradictory.

Another important advantage is that there are accepted methods of assessing the statistical accuracy of the forecasts.  Since the actual load is monitored without statistical error, the accuracy of the forecasts can be used to compute the statistical accuracy of the load reduction. 

However, there are also several disadvantages.  First, the aggregation approach generally only works if the set of program participants with interval meters is constant during the evaluation period.  If customers are continuously joining the program, the approach can still work as long as each new customer has an existing interval meter. On the other hand, if interval meters are being added or dropped throughout the evaluation period, these changes in the customer base add another source of variation to the aggregate load and make analysis difficult.  In this case it is generally better to do the analysis using customer-specific statistical models.

A second disadvantage of the aggregate-load approach is that it still may be necessary to assess the load reduction of each individual customer in order to compensate the participants for their level of curtailment.  So this requires statistical modeling of each individual customer.  In fact, the ISO may be more comfortable basing the aggregate impact on the individual-customer models that are the basis for compensating each participant – reasoning that these models are subject to the scrutiny of each participant and are therefore likely to be valid.

A subtler disadvantage is that the statistical accuracy of the aggregation approach depends on the validity of the underlying statistical model.  If variables are omitted from the model or the model is structurally misspecified, the results may be biased and the program impact may be systematically misstated.  In practice it is difficult to ensure that the model is valid, so this approach can be an open invitation to interveners to question the results.

The Continuous Forecasting Approach

In a typical season there might be five to ten curtailment days.  In discussing the preceding two approaches, we have assumed that a special analysis is carried out after-the-fact for each individual curtailment day. An alternative, being discussed in some quarters, is to require the entity managing the program to give the ISO a daily forecast of the next-day aggregate load of the program participants assuming no curtailment.  These forecasts would be required for all days, not just curtailment days, throughout the program period.  The forecasts would be required one day prior to each day based on expected weather condition.  The forecasts would be revised daily to reflect the actual weather. (These are sometimes called ‘backcasts’, but we will call them the final forecasts.)  We will call this the continuous forecasting approach.
The entity would be free to prepare these forecasts using either the customer-specific or aggregate-load approach, as it wished.  In either case, only the aggregate load would be reported to the ISO. On each curtailment day, the total load impact of the program would be calculated as the difference between the final forecasted load of all participants and their total measured load.

The obvious disadvantage of this approach is that forecasts must be prepared for every day, not just the curtailment days.  Therefore the forecasts must be automated.  However, this may not be as great a burden as it might seem.  Under the scheduling and settlement procedures of restructuring, each load serving entity (LSE) is required to submit forecasts of the aggregate load of its customers, as well as next-day estimates of the actual load.  Therefore each LSE must have access to automated forecasting and reporting systems.  It appears that the entity enrolling the participants in the load control program would incur little added cost in preparing separate forecasts for the aggregate load of the program participants.

The continuous-forecasting approach makes it simpler for the ISO to validate the forecasting methodology.  The main concern of the ISO is to ensure that the forecasts are unbiased so that the program impact is not misstated.  Since forecasts are prepared for the non-curtailment days, the ISO can easily compare the forecasted load to the actual load in order to determine that the forecasts are unbiased on the non-curtailment days.  Then it is only necessary to verify that the same forecasting methods are used on both curtailment and non-curtailment days in order to ensure that the forecasts are unbiased on the curtailment days.  The great advantage is that the ISO does not have to review the statistical model or models used by the entity, only the resulting forecasts.

We have also seen that the results for an individual customer can be affected by the placement of the interval recorder.  Under the continuous-forecasting approach, we  believe that the interval recorder should be placed on each participant’s total load.  This eliminates any chance of bias arising from other loads offsetting the curtailed load.  While there may be some loss of statistical accuracy by not placing the recorder closer to the affected load, this should not be a significant issue in forecasting the aggregate load across all customers.  

Summary and Conclusions

In summary, the continuous-forecasting approach seems to fit nicely into the scheduling and settlement framework.  This approach greatly simplifies the routine determination of hourly demand reduction on curtailment days.   Moreover the approach makes it easier for the ISO and any other interested party to check that the forecasts are unbiased and to develop a statistical confidence interval for the results.  Moreover these checks are not dependent on the validity of any statistical model.  So this approach avoids arcane debates about the validity of alternative statistical models.  Finally it avoids debates about where to place the interval recorders.  

Therefore we recommend the continuous forecasting approach for the total program impact.  These still leaves open the question of how to best do the forecasting.  This will be addressed in the technical appendix to this paper.

Appendix 1.  Forecasting Methods

This appendix will discuss several methods of forecasting normal loads.  These methods are candidates to consider for implementing any of the three approaches discussed in the body of the paper.   The following methods are discussed:

1. Previous hour

2. Hourly profile based on rolling average of prior days 

3. Hourly profile with adjustment to previous hour

4. Hourly profile from a prior matched day

5. Prism temperature-response modeling

6. Multivariate weather response modeling

7. More exotic models such as Box Jenkins transfer models and Neural Network models

In discussing each method, we will assume that the method is being applied to an individual participant.  With little or no modification, each method can be applied to the aggregate load of a set of program participants.

Previous Hour

Approach: Forecast the normal load on each hour of the interruption period to be equal to the customer’s average load in a selected period prior to the interruption.

Underlying Assumptions: During each business day, the end-uses that are ‘on’ are constant from hour to hour throughout the day. The hours of interruption are restricted to the business hours.

Best Application: Certain industrial facilities.

Weaknesses: Not suitable if the customer’s load varies from hour to hour. May tend to underestimate the true impact if the customer’s normal load tends to be higher during hours of curtailment such as afternoon hours.

Example:  The previous-hour method was used to estimate the load of Customer C as illustrated in Figure 3 and is presented again from the Visualize-IT tool in Figure 14.  As evidenced the analyst can select the hour of choice.
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Figure 14: Previous Hour Flat Usage Profile

Hourly Profile

Approach: Forecast the normal load on each hour of the interruption period to be equal to the customer’s average load in the same hour during a specified number (e.g., 10) of non-interruption business days preceding the day of interruption.  

Underlying Assumptions: The customer’s hourly load profile is stable from one business day to the next. 

Best Application: Industrial facilities with schedules that vary from hour to hour but are consistent from day to day.

Weaknesses: Not suitable if the customer’s load profile varies from day to day, for example, because of HVAC load. May tend to underestimate the true impact if the customer’s normal load tends to be higher during hours of curtailment such as very hot afternoon hours. 

Example:  The hourly profile method was used to estimate the load of Customer Q as illustrated in Figure 7.  This method was also used estimate the load of Customer G as illustrated in Figure 10.  This method is displayed implemented in the Visualize-IT software in Figure 15.
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Figure 15: Previous 3-Weekday Average Unadjusted

Adjusted Hourly Profile

Approach: Calculate customer’s average load in the same hour during a specified number (e.g., 10) of non-interruption business days preceding the day of interruption.  Then adjusting the resulting profile by adding the difference between (a) the customer’s actual load during a specified interval prior to the interruption and (b) the load under the profile during the specified interval.  Use the adjusted profile to estimate what the customer’s load would have been in the absence of the call for interruption.

Underlying Assumptions: (a) The customer’s hourly load profile on any business day is proportional to the hourly load on any other business day, but the total daily energy use may vary from one day to another.   (b) The customer’s load prior to the interruption is a good indicator of the level of the load on the day of interruption.

Best Application: Industrial facilities with schedules that vary from day to day but with a similar hour to hour profile.

Weaknesses: Not suitable if the customer’s load varies randomly from hour to hour.

Example: Figure 15 shows Customer Q’s hourly load profile based on 10 prior business days, together with Q’s actual load on June 7.  The problem is in the hours prior to the interruption, Q’s actual load is much higher than Q’s average load during the previous days.  Because of this discrepancy, the hourly profile is a questionable estimate of the normal load on the interruption day.

Figure 16 shows the results when Q’s profile is adjusted to reflect Q’s actual load at hour 9 am.  This may provide a better estimate of Q’s true load response.
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Figure 16: Adjusted Load Profile for Customer N, Using Hour 9

Prior Matched Day

Approach: Forecast the normal load on each hour of the interruption period to be equal to the customer’s load in the same hour during a selected prior day matched to the curtailment day based weather conditions.  

Underlying Assumptions: The customer’s hourly load profile is weather sensitive but can be predicted from the customer’s hourly load profile on a prior non-curtailment day with similar weather.

Best Application: Commercial facilities with large HVAC loads.

Methodology: Identify the prior day that most closely matches the temperature of the day of curtailment.  The matching may be based on average hourly temperature for all 24 hours or for the average hourly temperature during the curtailment period.

Weaknesses: May be difficult to identify a comparable day if curtailment tends to occur on days of extreme weather.  May not provide the most reliable estimate of normal load if there is substantial variation in the customer’s load from day to day due to non-weather related factors.

Example: Figure 17 shows the prior matched day algorithm as implemented in Visualize-IT.  For this large commercial building the control occurred on a Tuesday following a Monday holiday therefore the matched day was a Monday the preceding week.  Interestingly enough you can see the bounce in the time period immediately following control.
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Figure 17: A Large Commercial Building with Temperature-Responsive Load

Prism Temperature-Response Modeling

Approach: Forecast the normal load on each hour of the interruption period using a hourly temperature-response regression model fitted to the prior business days.  

Underlying Assumptions: The customer’s load on each hour is linearly related to the cooling degree-days in that hour.

Best Application: Commercial facilities with large HVAC loads.

Methodology: Fit a linear regression model to the customer’s hourly load using the load and temperature data from a specified number of prior non-curtailment business days.  Separate models can be estimated for each hour of the day and possibly for each day of the week.  The modeling algorithm can identify the optimal set point for calculating the cooling degree-days in each regression model.

Weaknesses: May not reflect the lagged effect of temperature in prior hours or prior days or the cumulative effect of a sequence of hot days 

Example: Figure 17 shows the load profile of a large commercial building with a large HVAC load.  Figure 18 shows a scatter plot of the load during weekday afternoons versus the cooling degree-days of the hour, based on a 65-degree set point.
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Figure 18: A Plot of Load versus Temperature on Weekday Afternoons

 Multivariate Temperature Response Modeling

Approach: Forecast the normal load on each hour of the interruption period using a multivariate temperature-response regression model fitted to the prior business days.  

Underlying Assumptions: The customer’s load on each hour is linearly related to the cooling degree-days in that hour and to the preceding hours of the same day and preceding days.

Best Application: Commercial facilities with large HVAC loads.

Methodology: Fit a multivariate linear regression model to the customer’s hourly load using the load and temperature data from a specified number of prior non-curtailment business days. The explanatory variables can include cooling degree-days in the current hour along with cooling degree-days in the preceding hours of the same day and in preceding days. Separate models can be estimated for each hour of the day and possibly for each day of the week.  The modeling algorithm can search for the best combination of explanatory variables as well as the optimal set point for calculating the cooling degree-days in each regression model.

Weaknesses: May be excessively complex and difficult for the customer to understand.  Despite its complexity, may still not capture the complex dynamic temperature response of the facility.

Example: Figure 19 shows the actual load profile and the predicted load profile for a large commercial building.  The predictions are from a simple temperature-response model using a set point of 55 degrees, with separate models for each hour of the non-holiday weekdays.  The model fails to accurately represent the load of the building in the morning hours.  The corresponding results from a multivariate model are shown in Figure 20.  The multivariate model does a better job in the morning hours, but still falls short of the actual load.  
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Figure 19: Comparison of Actual and Predicted Load for a Given Control  Day
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Figure 20: Comparison of Actual and Predicted Load from a Multivariate Model

More Complex Forecasting Models

Approach: Use more exotic forecasting techniques such as Box Jenkins transfer models or Neural Network models to forecast the normal load on each hour of the interruption period based on the observed load and temperature on prior business days. 

Underlying Assumptions: The customer’s load on each hour is related to the cooling degree-days in that hour and to the preceding hours of the same day and preceding days following a more complex, nonlinear structural form.

Best Application: Unknown.

Methodology: Fit a Box Jenkins transfer model or Neural Network model to the customer’s hourly load using the load and temperature data from a specified number of prior non-curtailment business days. The explanatory variables can include cooling degree-days in the current hour along with cooling degree-days in the preceding hours of the same day and in preceding days. Separate models can be estimated for each hour of the day and possibly for each day of the week. Separate models can be estimated for each hour of the day and possibly for each day of the week.  The modeling algorithm can search for the best structural form (e.g., number of autoregressive terms or moving average terms or neural-network layers) as well as the optimal set point for calculating the cooling degree-days in each regression model.

Weaknesses: May be excessively complex and difficult for the customer to understand.







� There is also some suggestion in � REF _Ref482436352 �Figure 2� that C might have had trouble restoring the normal processes following the second curtailment.





1055 Broadway, Suite G  (  Sonoma, CA 95476  (  (707) 939-8823  (  fax (707) 939-9218

Web page: http://www.rlw.com  (  email address: info@rlw.com

c:\projects\nuloadmgt-2000\iso work\aeic load response paper.doc

_1021935018.doc


40000







50000







60000







70000







80000







30







40







50







60







70







80







90







100







kWh







30.00 - 100.00kWh












_1021932526.doc


0







10000







20000







30000







40000







50000







60000







70000







80000







1







3







5







7







9







11







13







15







17







19







21







23







Actual







Predicted












